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Abstract : 

In recent years, computer vision has seen remarkable progress in 3D object detection and 6D pose estimation, both of 

which are fundamental to intelligent perception systems. While 3D object detection focuses on identifying an object’s 

position, size, and orientation, 6D pose estimation extends this by predicting the complete 3D translation and rotation 

vectors. The successful combination of these techniques has significant implications in fields such as autonomous 

driving, robotics, and augmented reality. Despite extensive research on 3D object detection and pose estimation using 

RGB images, several challenges such as occlusion, real-time performance, and generalization remain unsolved. 3-D 

object detection has become essential for autonomous systems, yet the field remains fragmented due to diverse sensor 

modalities, fusion strategies, and architectural designs. This review aims to unify current approaches by proposing a 

taxonomy based on fusion granularity, early, mid, and late fusion, and categorizing methods across key architectural 

families: monocular, LiDAR-only, multi-modal fusion, and transformer-based models. We systematically examine 

attention mechanisms for contextual and cross-modal modelling, advancements in backbone networks, and solutions 

for sensor misalignment,  

calibration issues, and temporal synchronization. Special emphasis is placed on real-world deployment challenges, 

including occlusion, environmental variability, adverse weather, scalability, and computational efficiency. Results 

indicate that transformer-based models (e.g., DETR3D, MonoDETR) achieve improved context reasoning and cross-

view feature aggregation, outperforming conventional CNN models in Many multi-view and BEV-based tasks. 

However, they often incur higher computational costs. Fusion-based models demonstrate enhanced robustness to 

occlusion and sensor discrepancies. Our discussion highlights trade-offs between accuracy, generalization, and real-

time inference capabilities, as well as concerns about cost and scalability critical for commercial deployment. 

This paper provides a comprehensive review of contemporary deep learning-based methods for 3D object detection 

and 6D pose estimation. It discusses key algorithms, benchmark datasets, evaluation metrics, and the persistent 

challenges that limit performance. Using autonomous vehicles as a case study, the paper highlights how these models 

are applied in real-world environments.  
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Introduction 

With the rapid advancement of three-dimensional (3D) technology, the ability to detect and recognize 3D objects has 

become a central topic in the field of computer vision and deep learning. The primary objective of 3D object 

detection is to accurately identify an object’s position, size, and orientation in three-dimensional space using RGB or 

RGB-D images. This capability plays a crucial role in developing intelligent systems for autonomous vehicles, 

robotics, and augmented reality, where spatial understanding and perception are essential for decision-making and 

interaction with the environment. 

Although many approaches and algorithms have been proposed and implemented for 2D image detection, the 

challenges of retrieving 3D objects from 2D images are still being explored. Moreover, estimating poses from this 

model is also important for the robot industry. One of the core examples in the 3D object detection and pose 

estimation research sector is the autonomous vehicle, where image detection plays a vital role in recovering 3D 

objects from 2D images. 
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 The modern world is automatically moving towards an intelligent transportation system that requires the successful 

implementation of autonomous vehicles. The most important issue for self-driving systems is how various modern 

technologies can be applied to enhance the efficiency of self-driving vehicles. 

Modern perception systems rely on various sensors such as LiDAR, radar, and cameras. While LiDAR offers high-

precision spatial measurements, it is expensive and affected by environmental factors. In contrast, camera-based 

approaches are cost-effective and provide rich visual information, but require sophisticated deep learning models for 

accurate 3D scene understanding. The introduction of Convolutional Neural Networks (CNNs) and other deep 

learning frameworks has significantly improved performance in this area, enabling robust detection across complex 

and dynamic environments. 

Literature Review 

Object detection is a fundamental task in computer vision that aims to identify and localize objects within an image 

or video. In the context of 3D object detection, the objective extends beyond recognizing object categories to 

accurately determining their spatial position, size, and orientation in three-dimensional space. Over the past decade, 

the evolution of deep learning techniques has significantly improved detection accuracy, particularly with the 

introduction of convolutional neural networks (CNNs) and region-based methods. 

Early object detection approaches relied on handcrafted features such as SIFT, HOG, and Haar-like descriptors 

combined with traditional classifiers like Support Vector Machines (SVM) or AdaBoost. While effective for 2D 

detection, these methods struggled with complex backgrounds, occlusions, and variations in object scale and 

viewpoint. The development of Deep Neural Networks (DNNs) overcame these limitations by enabling automatic 

feature extraction from large datasets, leading to the emergence of end-to-end trainable frameworks. 

Recent research has produced numerous deep learning-based 3D object detection architectures. Models such as R-

CNN, Fast R-CNN, and Faster R-CNN introduced region proposal mechanisms that significantly enhanced detection 

precision. Later methods like Single Shot Multibox Detector (SSD), YOLO (You Only Look Once), and RetinaNet 

achieved real-time performance by treating detection as a regression problem. More advanced frameworks, 

including 3D-RCNN, PointNet, and VoxelNet, directly process 3D data from LiDAR or RGB-D sensors, bridging 

the gap between 2D imagery and spatial understanding. 

To train and evaluate these models, several benchmark datasets have been widely adopted, including KITTI, SUN 

RGB-D, NYU Depth, and COCO. These datasets provide diverse real-world scenes that test model robustness under 

varying illumination, occlusion, and environmental conditions. Evaluation metrics such as Intersection over Union 

(IoU), Average Precision (AP), and Average 3D Precision (A3DP) are commonly used to assess detection accuracy. 

Despite these advancements, challenges remain in achieving robust 3D object detection under complex lighting, 

heavy occlusion, and real-time constraints. Current research trends emphasize improving computational efficiency, 

enhancing multi-sensor fusion (camera–LiDAR integration), and leveraging transformer-based architectures for 

more accurate spatial perception 

Problem Definition 

The problem definition in deep learning-based 3D object detection and pose estimation is to automatically and 

accurately identify objects within 3D space and determine both their position (location in 3D coordinates) and 

orientation (pose, described by rotation angles). Given input data—such as images, video, point clouds, or RGBD 

images—the goal is for the algorithm to output, for each detected object, its 3D bounding box and its 6-degree-of-

freedom (6DoF) pose (x, y, z position and three rotation angles: yaw, pitch, roll), even in challenging conditions like 

clutter, occlusion, and variable backgrounds. This problem underpins tasks in robotics, augmented reality, and 

autonomous driving, where precise object localization and orientation are critical for safe and effective interaction 

with the real world. 

Input: Typically, a single image, a sequence of images, or 3D data such as LiDAR point clouds or RGBD images. 

Output: For each detected object: 

● The 3D bounding box (location and dimensions) 

● Class label (optional) 

● 6DoF pose (3D position and 3D rotation) 
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Flowchart : This diagram provides a conceptual overview of different branches of object detection in computer 

vision and how they are related. Here’s a clear explanation of each part: 

1. Object Detection 

This is the main task — identifying and locating objects 

within an image or video. It is the foundation for more 

specific detection tasks. 

Object detection can be divided into two main branches: 

● Bounding Box Regression – detects and localizes objects 

●  by drawing rectangular boxes around them. 

● Local Contrast Segmentation – identifies objects 

by analyzing contrast between object and background, 

often used for separating prominent (salient) objects. 

2. Generic Object Detection 

This refers to detecting any kind of object, regardless of its category. It forms the basis for more specialized 

detection tasks. 

● Techniques used: Multi-feature extraction, boosting algorithms (e.g., Boosting Forests), and deep learning. 

● Output: Recognizes multiple object types without focusing on one specific category. 

3. Salient Object Detection 

This focuses on detecting visually prominent or attention-grabbing objects in an image — objects that stand out due 

to color, brightness, or contrast. 

It’s used in areas like image segmentation, visual attention modeling, and scene understanding. 

4. Specialized Object Detection Tasks 

From Generic Object Detection, several specialized types emerge: 

● Face Detection: Detecting and localizing human faces in images. Techniques often use multi-scale 

adaptation to detect faces of various sizes. 

● Pedestrian Detection: Identifying humans in motion, often 

in surveillance or autonomous vehicles. Uses multiple 

features and boosting forest algorithms to handle 

variations in posture and lighting. 

● Car Detection: Detecting vehicles in images or video 

frames, critical for traffic monitoring and self-driving 

systems. 

Future Research Directions in 3D Object Detection 

Although remarkable progress has been made in 3D object 

detection using deep learning, several important research challenges 

remain unresolved. Continuous innovation is needed to enhance 

model accuracy, robustness, and real-world applicability across 
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diverse environments. The following points outline the most promising future directions for this field: 

1. Detection of Rigid Objects 

Current deep learning-based detectors have shown promising results, particularly for rigid categories such as 

vehicles. However, accurate identification of rigid 3D objects under varying viewpoints and occlusions remains 

difficult. Future studies should focus on improving geometric consistency and feature representation for rigid 

shapes, enabling more reliable detection in complex environments such as autonomous driving or industrial robotics. 

2. Handling Symmetrical Objects 

Objects with half or full rotational symmetry—such as cups, 

bottles, or cylinders—pose a major challenge because they 

appear identical from multiple orientations. Future research 

should develop specialized symmetry-aware detection 

networks capable of recognizing and differentiating 

symmetrical structures without confusion. Incorporating 

geometric priors or self-supervised rotation learning may 

help overcome current limitations. 

3. Object Tracking in Video Sequences 

An emerging direction is integrating object detection and 

temporal tracking for video analysis. Instead of detecting 

each frame independently, future frameworks can employ 

recurrent or transformer-based neural networks to 

maintain temporal coherence and continuity of detected 3D 

objects across frames. Real-time tracking would 

significantly benefit intelligent transportation, surveillance, and robotic navigation systems. 

4. Model Adaptation and Online Learning 

To achieve reliable detection in dynamic scenes, online model updating and re-localization mechanisms are 

essential. Future 3D object detectors should be able to adapt to new viewpoints, lighting variations, or unseen object 

categories using continual or self-supervised learning strategies. Such adaptability will make models more flexible 

and suitable for long-term autonomous applications. 

5. Balancing Accuracy and Efficiency 

While many existing frameworks focus on high accuracy, achieving real-time performance with limited 

computational resources remains a key challenge. Upcoming research should investigate lightweight architectures, 

model pruning, and efficient optimization techniques that preserve precision while ensuring fast inference on 

embedded or edge devices. 

2 Background of 3-D object detection 

Given any scenario, the goal of 3D object detection is to localize and detect objects of interest in the scene, usually 

by drawing bounding boxes to denote a detected object and classifying the detected object according to the labelling 

of a known dataset to the detector. There are Many ways of implementing 3-D object detection, but it is dependent 

on the type of sensory input used. Depth images and point clouds from either Lidar or radars, as well as RGB 

images, can be used, or the fusion of any two of them can be used to achieve 3-D object detection. The idea behind 

3-D object detection is for robots to have a 3-D understanding of the environment surrounding them, just as humans 

do, and even better. 

When discussing detection in 3-D space, one of the most effective ways of implementing it is by using point clouds. 

Accurate, dense, and versatile information about the environment is provided by point clouds, including the depth 

information they offer. As a commonly used format, point cloud representation preserves the original geometric 
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information in 3-D space without any discretization (Guo et al. 2020). Point clouds are not only obtained from lidar 

and ToF cameras. Several other means of obtaining point clouds exist. According to our findings, there are about 

five known ways of obtaining point clouds. (i) from active sensors (e.g., lidar scans, ToF cameras, etc.) (Wang et al. 

2020), (ii) passive sensors in the process of reconstruction (e.g., stereo vision and RGB-D cameras, etc.) (Wang et 

al. 2020), (iii) synthetic data involving simulated environments (e.g., using rendering techniques, etc.) (Wang et al. 

2019), (iv) photogrammetry, which can be derived from existing data using Structure from Motion (SfM) and Multi-

view Stereo (Wang et al. 2020), and (v) combination methods by sensor fusion (Han et al. 2022). This review 

presents a taxonomy that organises current methods based on their input data (by architectural families), fusion 

granularities, and task-specific designs to offer an organised understanding of the various approaches developed in 

the field. The taxonomy proposed is shown in (Fig. 1). 

 

Diagram showing the taxonomy proposed by this review 

Conclusion 

The detection of 3-D objects has been Made possible Due to the incorporation of smart sensors, deep learning 

methods, and the creation of new algorithms. A thorough synthesis of 3D object detection techniques covering 

monocular, LiDAR-only, camera-LiDAR fusion, and transformer-based frameworks has been provided in this 

review. In this survey, 3-D object detection methods were implemented for multiple important use cases, especially 

self-driving cars and other areas such as industrial automation, augmented reality, and security. its real-time object 

detection capabilities, but it is not as accurate as CNNs.  Practical systems must be close to real-time, especially 

when autonomous. Some continuing research and methods concentrate on how to improve to achieve real-time by 

optimizing their algorithms. 

Better results were achieved by methods when backbone networks were changed and special resolutions for images 

were used. It is shown that feature extraction is an essential 
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